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Abstract— Electric load forecasting is a central aspect of power 

generation planning as it allows the optimization of the production 

units. To date, no artificial neural network architectures (ANNs) 

were found that can precisely predict the consumption of energy 

at national level. In this paper, we propose the implementation of 

an artificial intelligence forecasting model that focuses on short 

term predictions. The current version is an enhancement of the 

previous approach which consisted of a full implementation in 

MATLAB. The algorithm was transposed in Python, using the new 

and updated tools such as TensorFlow and Keras, while taking 

into consideration a performance comparison between the two. To 

validate our model, we used, data from Romania between years 

2008 to 2011. The implementation focuses on four main stages: 

restructuring and pre-processing the data, finding, and training 

the optimal model, refining the initial model, and retraining the 

neural network with new data. In terms of results, the current 

implementation decreased considerably the training time and 

returned a good prediction capability. On the other hand, the 

Python model was prone to overfitting, problem that was solved 

with techniques such as dropout and regularization layers. 

Regarding the architecture, it uses classical neurons as compared 

to other approaches in time series prediction that use LSTM cells. 

This simpler neural network offered higher efficiency in terms of 

computational resources while also being able to make accurate 

predictions.  

Keywords—load forecasting, energy consumption, artificial 

intelligence, adaptive retraining 

 I.    INTRODUCTION 

Electric load forecasting is a key problem that allows the 
optimization of production units. In this regard it is essential to 
generate the right amount of energy such that no excess is 
wasted, resulting in financial loss [1]. Unlike other commodities, 
there is no economical method to store large quantities of 
electricity. It needs to be a balance between supply and demand, 
so one can say that there is a direct proportionality between 
them: if demand increases, the supply must intensify so it can 
cover the consumption [2].  

 Artificial neural networks (ANNs) possess the ability to 
quicky adapt to variations of the given data, which offers an 
advantage considering that there are many factors that influence 
the variation of electricity demand throughout the day. Among 
them we can mention temperature changes [3]. For example, in 
summer, when the temperature rises, people will use cooling 

systems resulting in an increase in consumption. While there are 
different methods used to reduce the losses [4], artificial 
intelligence allows for high precision predictions that can benefit 
the energy industry on both short and long term. A well-
constructed model can sense not only the trend and seasonality 
of time series, but also the unexpected variations that can occur. 

The literature presents itself with a high number of research 
papers regarding power load forecasting. It is to mention that 
while the current paper focuses on predicting the demand at 
national level, studies that investigate the problem at a smaller 
scale were taken into consideration, as the methods overlay on 
certain aspects. The groundwork is represented by a series of 
publications [5][6][7][8] that lay the foundation for the 
implemented system. They contain detailed information with 
respect to the components of the architecture, as well as results 
when applied in different fields such as energy and economic 
sector, including nowcasting. This allowed for insightful 
comparisons when implementing the enhanced version.  

To understand the context of the problem [1], offered an 
interesting approach and description to the influencing factors, 
even if the methods did not involve intelligent systems, but 
statistical ones. Throughout its research, it presented the 
importance of short-term and mid-term predictions as well as 
detailing on the four components of a time series (trend, 
cyclicity, seasonality and noise), which are essential for ANNs 
when solving such problems. When it comes to using intelligent 
systems, [9] used a prebuilt MATLAB application in order to 
predict the consumption over 93 households. Even if the 
presented results were relevant, there is not much flexibility 
when it comes to their implementation, as they are constrained 
by the limits of the predefined program. An interesting 
comparison between feedforward ANNs and Elman recurrent 
networks was made by [10]. The study presents different cases 
and analysis of architectures concluding that overall, the best 
performance was obtained by the classical feedforward neural 
network. This proved to be an insightful study as it presented the 
concept of using much more complex ANN as well as 
recurrence. In this regard there is a popular trend that uses long 
short-term memory cells (LSTM) then dealing with time series 
predictions. Those represent a more complex type of neuron able 
to make use of information previously seen. In this research 
paper [11] the energy consumption is predicted over different 
intervals such as 24 and 48 hours, as well as 7 and 30 days. While 
using LSTM cells for load forecasting is an interesting approach, 
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classical neurons proved to be sufficient to obtain more precise 
results, as well as efficiency in terms of training time. This 
proves that a well optimized classical architecture can surpass 
more complex ones. Nevertheless, their research [11] can be 
taken into consideration as it may return diverse results if 
optimized differently.  

Overall, when it comes to scientific literature there are many 
papers that discuss the problem of consumption prediction, but 
at a smaller scale. This may result from the fact that reliable data 
concerning energy consumption could be difficult to obtain and 
thus their research evolves around consumption in smaller areas. 
However, they still offer insightful information regarding the 
approaches and practices used. It is to mention that no research 
was found discussing the same methodology when it comes to 
restructuring the input data, as well as the “shaking” procedure 
[7] which will be detailed in the methods section.   

Considering the above, we are interested in developing a 
more accurate forecasting tool that is able to adapt to new given 
data, as well as easily readapt on datasets from other fields such 
as meteorological data. The system of interest is based on the 
groundwork presented, but benefits from changes in terms of 
activation functions, optimization algorithm, cost function, 
overfitting control and other key aspects that directly impact the 
performance and efficiency of ANNs.  

The prediction system can be divided into four main stages: 
restructuring and data preprocessing, searching for the optimal 
architecture, retraining procedure, and retraining the model with 
new data. From the four stages, the first three were completed 
and tested, as well as an additional testing procedure developed 
to verify the obtained neural networks. All the stages will be 
expanded and discussed under the methods section. When it 
comes to results, graphical representations of the estimated 
versus real values will be presented to validate the relevance of 
the obtained models.  

II. METHODS

This section will include an overview of the implemented 
system and a detailed explanation of its component stages, as 
well as the aspects that define its practical implementation. The 
tools that were used when programming the artificial neural 
network will be also presented in order to offer the reader the 
necessary context. 

A. Tools used 

Python was the programming language of choice as result of 
its modularity and prototyping capabilities. In this regard, the 
variety of libraries provided allow programmers to implement 
complex projects having all the necessary tools at their disposal. 
The version of Python used for this project is 3.6.12 as it offers 
good support for the libraries that were necessary over the course 
of the practical implementation. Due to the fast advancements 
and updates that make the Python packages inconsistent, we 
decided to use Anaconda ecosystem as a mean of encapsulating 
and maintaining a stable environment. This assured that the 
versions were kept constant and if considered could be manually 
updated. 

When it comes to the implementation of ANN, Tensorflow 
2.1.0 and Keras 2.3.1 [12] were used as they offer a wide variety 

of tools to develop complex machine learning applications. 
While it is recommended, parallel computing was not used for 
this stage when training the models, and thus the configuration 
of the GPU was not a necessity but will be taken into 
consideration for future work.   

B. General overview of the system 

To facilitate the understanding of the algorithm the general 
architecture for the implemented model can be observed in the 
following figure 1.  

Fig. 1. General Architecture of the Model [8] 

As one can see the system is given a delayed set of inputs 
and outputs. The first stage is responsible for restructuring the 
dataset such that, at the user’s choice, the information is 
corelated at specific timesteps. In the further section, the benefits 
and reasoning of this technique will be detailed. The 
preprocessing of the data is represented by the standardization 
and also applying principal component analysis (PCA), mainly 
to reduce the dimensionality of the data while preserving a high 
amount of information.  

Once the new block of data is created, it can be used to train 
the model. To ensure that the optimum architecture is kept we 
dynamically changed the number of neurons on the hidden 
layers, while assessing its performance. This process is 
automatic, as well as the selection of the best model found. Once 
the searching process is finished the “shaking” procedure [7] 
allows the possibility of refining the ANN. In this regard, in 
some cases, the obtained model can be adjusted to improve its 
performance though retraining.  

C. Stage 1: Restructuring and data preprocessing 

Generally, when it comes to forecasting, the future values are 
predicted as a result of all the past moments up to a certain 
(assumed present) point. The problem with the classical 
approach is that a future event is not always dependent on all the 
past moments, but on a specific combination between past 
events.  

A simplified example can be the prediction of when it is 
going to start raining. The traditional approach will look in the 
past with 8 hours (value chosen to explain the phenomenon) and 
feed into the ANN all those events. In reality the fact that it is 
going to rain may be dependent on only three past moments 
(figure 2): 5 hours in the past when the wind started to blow, 3 
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hours in the past when it got cloudy and 2 hours before the 
present time when the temperature started to drop.  

Fig. 2. Prediction being based on specific events 

In this regard the restructuring of the data will consider some 
exact delayed inputs and outputs of the ANN, chosen by the one 
designing the model. In order to perform this procedure, we will 
use delay vectors [5] which will define all the past moments that 
will be taken into consideration when restructuring the data. In 
this manner we can define the delay vector for the inputs as in 
(1)  

In_Del = [ i_d1, i_d2, …, i_dn] () 

and the delay vector for the output as 

Out_Del = [ o_d1, o_d2, …, o_dm] () 

where n < m and the values included in each delay vectors are 
defined in ascending order. When applying the restructuring 
procedure, the final block of data will increase in dimensionality 
resulting in an increased number of inputs. In the practical 
implementation the values were chosen based on the previous 
research. To understand what moments in time are best to be 
correlated it is advised to discuss with an expert from the specific 
field. The recurrent relation [5] that results from the 
implementation of delay vectors can be seen below. 

y(t+1) = F(X(t+1- In_Del(i)), y(t- Out_Del(j))) () 

Based on the values contained by the delay vectors the data 
will be shifted and stacked until a block is created. In figure 3 
one can see the restructured data for a specific set of delay 
vectors.  

Fig. 3. Restructuring Procedure Example 

Once the data is restructured it needs to go through the 
processing stage. Normally, before preprocessing the data one 
needs to split the initial dataset into the training and testing set 
in order to prevent information leakage. This stage was skipped 
as the entire transformed block of data will be fed into the neural 
network and the data for testing will be selected from the next 
year. The package used for data standardization and PCA is 
called sklearn, and it offers tools for data analysis and machine 
learning. It is to mention that the objects used for data 

standardization and PCA were reused on the testing data in order 
to maintain the same variance and distribution. If not converted 
properly the trained ANN will consider the data as being 
different and thus the results will not be relevant.   

When applying PCA on the standardized dataset it has two 
main roles: reducing the dimensionality and maintaining the 
number of input features constant. As one can observe in figure 
3, when starting with a dataset of 9 features for the input and 1 
for the output, making for a total of 10 columns, the restructuring 
of data will produce a dataset of 54 inputs and 3 outputs, making 
for a data block of 57 columns. So, one can tell that the input 
dimensionality was considerably extended. In order to maintain 
computational efficiency PCA will reduce the number of total 
features.  

On the other hand, PCA will maintain the number of inputs 
of the ANN constant as it will always reduce the initial structure 
to a constant number of components. This offers a great 
advantage as even if one decides to add more columns to the 
initial dataset, the information will be preserved, but it will not 
affect the architecture of the model. When it comes to this 
transformation it is considered that when eliminating a certain 
percentage of the eigenvalues, it can be equivalent with filtering 
the initial data. This process of retaining only the dominant 
components can help the ANN in the training procedure as the 
noise in the dataset is partially eliminated.  

In the results presented below one can observe each 
component’s variance for different cases of delay vectors.   

Fig. 4. Percentage of information carried by each eigenvalue (18 out of 39) 

Preserved info. = 99.4% for Delay Vectors: In = [1, 2, 4, 8], Out = [0, 1, 4] 

Fig. 5. Percentage of information carried by each eigenvalue (9 out of 19) 

Preserved info. = 99.0% for Delay Vectors: In = [1, 2], Out = [0] 
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In figures 4 and 5 we can see that the number of eigenvalues 
was decided based on the dimension of the delay vectors. This 
results from the fact that the larger the delay vectors are, the 
more our data will increase in dimensionality. Also, it is up to 
the one designing the ANN to consider what is more important 
for the specific application. In our case, the interest was 
maximizing the performance and not necessarily increasing the 
speed. However, the speed of execution improved accordingly 
as the number of initial input features was reduced with more 
than 50%. Another aspect to be noticed is that while the last 
components contain small quantities of information, they add up 
to increase the total percentage. If we add the first four 
components (eigenvalues), for both cases, we obtain 66% (first 
case) and 75% (second case). From this we can conclude that 
one has to be very careful when choosing the number of 
components, as it may result in great loss of information, 
affecting lastly the ANN. 

If we were to make a comparison between the initial use of 
PCA (MATLAB) and the implementation in Python we can see 
that there is no difference in terms of performance. To compare 
the two programs, we can consider as delay vectors In_Del = [1, 
2, 4, 7] and Out_Del = [0 1 3]. In the original implementation 
the number of preserved components was 25 resulting for a total 
of 99.99% of the initial information. If using anything less than 
25 in Python, the information preserved will drop under the 
documented value. For example, at 24 components, the 
percentage is 99.92%. This goes to say that the same PCA 
algorithm is used when computing the transformed set. 

D. Stage 2: Searching for the optimal architecture 

The first step was to decide on the general architecture of the 
model. In order to do so, an iterative method was implemented 
that will automatically vary the number of neurons on each layer. 
As there are many possible combinations it was decided that the 
model will have two hidden layers with neurons varying from 6 
up to 26 units for the first layer and from 3 to 16 for the second 
one. When choosing the intervals, it is important to see where 
the optimal architectures are generally found and adjust 
accordingly. For this application it was observed that most of the 
times the best network had under 26 neurons for the first layer 
and thus there was no reason for going over 30 neurons. It is not 
excluded that with the optimization of parameters larger 
architectures may return good results, but also will increase the 
need for better computational resources. The fact that for this 
application it was used a smaller network without trading 
precision offers a great advantage.  

 When it comes to the training time, it takes approximatively 
11 hours to train all the possible combinations but depending on 
other factors (for example a small learning rate will increase 
considerably the computational time),  the time may decrease up 
to 3 hours (on a machine with Intel Core I7-8550U 1.8GHz and 
4GB Memory). One complete cycle will train a total of 819 
neural networks as well as evaluating their performance. 

 Before starting to train the neural networks for all the 
combinations, it is essential to set up the other hyperparameters 
of the ANN. For the Python implementation the activation 
function used was ReLU, compared to the initial MATLAB 
version that used hyperbolic tangent function. The choice of 
changing the non-linear processing stage was a result of the 

advantages that ReLU brought in terms of efficiency and 
effectiveness. To assure that the theoretical notions apply in this 
specific application of power consumption prediction, the 
training was also done using tanh. A comparison between the 
two activation functions can be seen in figures 6 and 7. Because 
we are solving a regression problem, meaning that we want to 
predict real values, we will only define one neuron on the output 
layer using a linear activation function.  

Fig. 6. Estimated values using ReLU activation function 

As one can see the predicted values follow closely the real 
ones as compared to the other case, seen in the figure below, 
where the variations are not as easily detected by the trained 
model.  

Fig. 7. Estimated values using ReLU activation function 

There are many types of optimization algorithms such 
as Scaled Conjugate Gradient (SCG) and Adam [8]. Both use the 
first derivative, also called gradient, in order to determine in 
which direction to move towards the global minimum. Initially, 
SCG was used for the MATLAB implementation and proved to 
return good results. The reason why Adam was chosen in Python 
was to reduce the number of the total hyperparameters. 
Compared to SCG which takes as parameter the learning rate, 
Adam is an adaptive optimization algorithm that automatically 
adjusts based on the previous steps it took. Also, it introduces 
the concept of adaptive momentum that helps it navigate when 
it is very close to the minimization of the error. If it were to 
optimize the learning rate for the SCG it would take very long 
time as it would be necessary to run the architecture optimization 
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algorithm multiple times. With the resources had, this would not 
have been efficient. 

The chosen cost function was the mean squared error (MSE) 
as it magnifies large errors to assure the adjustment of weights. 
When it comes to the user observing the evolution of the training 
procedure the error computed and displayed was the mean 
absolute error (MAE). This change was made in order for the 
user to see the values with their normal measurement unit. If 
MSE is displayed, it will actually represent the squared error and 
thus it may not be as relevant for the one training or evaluating 
the performance, as compared to displaying the error with its 
normal value. 

Another two parameters that needed to be specified are the 
number of epochs and the batch size. When it comes to the 
number of cycles, referring to the number of times the data goes 
through the ANN, the value 3000 was chosen since special 
functions (EarlyStopping) were ending the training before 
overfitting. In this context the number of epochs was not really 
relevant as long as there were enough training epochs before the 
procedure was stopped. On the other hand, the batch size refers 
to small groups of data going through the ANN, so not all the 
data is fed at once. It is to be mentioned that after one such group 
is propagated though the network, the weights will be updated. 
By experimentation the best-found value was 16, so after 16 
lines of data the model is updated. Other values that were 
experimented with, when it comes to batch size, were 30, 8, 15 
and 17, but none of them returned better results that the one 
chosen. 

The above details were used to construct the first general 
architecture. In terms of complexity, one may say that it was 
similar with the one from the initial MATLAB implementation. 
However, it presented a new problem that was more accentuated 
than in the original algorithm in MATLAB, the problem of 
overfitting. The predictions on the test set can be observed in 
figure 8. 

Fig. 8. Results returned by a model with overfitting problem 

Interestingly, if we look at the two graphs one can observe 
that the model learned the trend and the seasonality of data, but 
it cannot really approximate the real values. When the problem 
of overfitting appears, there is no specific solution that will 
guarantee the performance of the model. 

To solve this problem the first choice was introducing 
dropout layers, that will deactivate neurons from the already 
existing layers in order to force the ANN to form new 
connections. When a neuron is temporarily eliminated, the other 
neurons have to support the noise produced and co-adapt in 
order to maintain the stability. In order words, it will seem for 
the ANN that the model is more complex, and it will generalize 
better the given data. Even after dropout layers were introduced 
the results were far from approaching the acceptable limits, as it 
can be seen in figure 9. 

Fig. 9. Results returned after adding dropout layers 

As one can, see the predicted points seem to approach the 
upper limits better, but when it comes to the beginning of the 
interval, as well as the lower limits, the predictions present high 
errors.  

Another method that can overcome this phenomenon is 
adding l1 and l2 regularization layers. The purpose of those 
layers is to penalize the ANN whenever the variation of the 
weights is too large. The difference is that the first one will add 
the absolute value of the weight parameters to the cost function, 
while the other will add the squared value of the weights. From 
this we can deduce that the greater the values are, the highest the 
computed error will be. As the purpose is to minimize the error, 
the model will try to avoid large jumps, thus creating stability in 
the learning procedure. The choice of those structures was 
determined experimentally, as well as their parameters. In figure 
10 it can be observed the evolution in terms of prediction quality. 

Fig. 10. Results returned after adding dropout and regularization layers 
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E. Stage 3: The retraining procedure 

Once the optimal architecture is found the retraining 
procedure with “shaken” weights [7] aims at improving the 
performance of the artificial neural network. When we refer at 
the process of learning it means that the weights of the model 
are optimized in order to minimize the error. Even if a certain 
model was labeled as being the best-found architecture it does 
not mean that there is no place for improvement. There is a high 
probability that another combination of parameters (referring to 
the weights) can lead to a further minimization of the error.  

This step aims at reducing the weights of the trained ANN, 
by multiplying them with a coefficient, and then retraining the 
model. The advantage of using such method is that there is a 
probability that after retraining a better solution is found. Also, 
the training time is considerably reduced as the model is not 
starting from random initialized weights. In (4) one can observe 
the equation responsible for the “shaking ” of the weights. 

weights mod = weights init ∙ γ +  ε ∙ 𝑛𝑜_𝑟𝑒𝑝 ∙ rand_var ()

It can be seen that the initially extracted weights of the 
trained model are multiplied with a coefficient denoted with γ 
that takes values in the interval 0.1 up to 0.9. Its purpose is to 
scale the parameters of the trained ANN starting with a small 
influence and further increasing its effect. It must be mentioned 
that the higher the value of gamma is, the further the ANN will 
be derived from the initially found solution. 

III. RESULTS

To validate our system, we tested the models on unseen data 
for different delay vectors. It is to mention that the predictions 
presented in the methods section are also done on a test set and 
represent obtained results, but to ease the understanding were 
included in specific sections. In the following figures, 11 and 12, 
one can see the results after the shaking procedure was applied.  

Fig. 11. One-week prediction: Vect_In = [1, 2] and Vect_Out = [0] 

A tube was used in order to see if the model qualifies in 
certain imposed limits. For this paper the tube was chosen to be 
±200 MW which is considered to be an acceptable limit of 
approximation for load forecasting (adjusted to Romanian 
energy levels). While in some regions the predictions go over 
the borders, for the majority of the week they follow closely the 
real values.  

Fig. 12.  Two-week prediction: Vect_In = [1, 2, 4, 8] and Vect_Out = [0, 1, 4] 

In the above figure it can be observed that the first 
predictions are falling outside the tube. However, the model is 
able to adjust itself and return relevant estimations even in the 
second week of predictions while remaining inside the tube.  

IV. CONCLUSION

Power generation planning proved to be a critical problem 
when it comes to the consumption of energy at national level. To 
address this issue, it was implemented an adaptive forecasting 
system, based on artificial intelligence, able to precisely predict 
the demand one to two weeks in advance. The currently 
developed model is an enhancement from the original approach 
which represented the groundwork for this paper. While the 
obtained results are promising and, in some cases, outperform 
the initial implementation, there are still aspects to be taken into 
consideration such as the retraining technique with shifting 
values. Also, testing the system on data from other fields such 
as meteorology would allow us to observe how well the system 
adapts to new information. 
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