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Abstract

We present a high-performance implementation of the lattice-Boltzmann method
(LBM) on the Knight’s Landing generation of Xeon Phi. The Knight’s Landing
architecture includes 16GB of high-speed memory (MCDRAM) with a reported
bandwidth of over 400 GB/s, and a subset of the AVX-512 single instruction multi-
ple data (SIMD) instruction set. We explain five critical implementation aspects for
high performance on this architecture: 1. the choice of appropriate LBM algorithm,
2. suitable data layout, 3. vectorization of the computation, 4. data prefetching, and 5.
running our LBM simulations exclusively from the MCDRAM. The effects of these
implementation aspects on the computational performance are demonstrated with
the lattice-Boltzmann scheme involving the D3Q19 discrete velocity set and the TRT
collision operator. In our benchmark simulations of fluid flow through porous media
the observed performance exceeds 960 million fluid lattice site updates per second.

1 INTRODUCTION

Modern supercomputer systems are deriving more and more parallelism from the individual computing nodes within the system
rather than scaling up to more nodes. This parallelism is delivered as either a large number of cores, or in the form of vec-
torization, or as a combination of both. Massively parallel architectures such as GPGPUs are becoming more prevalent within
supercomputer systems(1, 2). These derive their computational power from thousands of simple cores organized into larger
groups, all performing the same instruction at the same time (3). These architectures usually require programs to be rewritten
in specific programming languages with the parallel threads expressed in a language specific way, and therefore porting to these
architectures constitutes a considerable investment.
In an effort to compete with GPGPUs, Intel introduced the Xeon Phi line of manycore accelerators in 2012 (4). They offer a

fewer number of cores compared to the GPUs but a significant increase compared to the regular Xeon processors. For example,
the first generation Xeon Phi, the Knights corner architecture (KNC) (5), offered 57 to 61 cores whereas the contemporary Ivy
bridge based processors have 12 cores at maximum (6). The cores in the KNC accelerator are, however, significantly simpler
and have lower performance than those in the regular Xeon CPUs. Improved computational performance with the Xeon Phi
accelerators is instead pursued with 4 way simultaneous multithreading SMT, as well as wider vectors (in addition to the sheer
number of cores). Thesemanycore accelerators enabled the same code to be run as on regular CPUs requiring only recompilation,
making initial porting easy.
The KNC architecture was available as a PCI-e bus add in and used 512 bit vectors with an instruction set unique to the

KNC architecture (7). A theoretical memory bandwidth of over 350GB/s (8) would make them ideal for running, e.g., lattice-
Boltzmann (LB) simulations since the LB method relies heavily on the available memory bandwidth (9) and could in theory



2 Fredrik Robertsén ET AL

have allowed the Xeon Phis to outperform contemporary GPUs such as the Tesla K40 from Nvidia which offered 288 GB/s of
memory bandwidth (10).
Efforts to optimize the LB method for the KNC generation of Xeon Phi processors was carried out with varying degrees

of success. Valero-Lara et. al. (11) worked with the two-dimensional D2Q9 discrete velocity set and reported a performance
a little over half the theoretical LB performance of the KNC card. Crimi et al. (12) used a more complex 2D discrete velocity
set, D2V37, and were only able to achieve 16% of the theoretical memory bandwidth available with their LB solver. Calore et
al. (13) also used D2V37 and compared the performance of their implementation in a KNC generation Xeon Phi to an Nvidia
Tesla K40 GPU and reported that running on the KNC, the solver achieved less than 30% of the theoretical memory bandwidth
performance. Performancewise their GPU implementation was 2 times faster than the KNC implementation. Finally, McIntosh-
Smith et al. (14) reported problems for their three-dimensional D3Q19 single-precision implementation to use more than 10%
of the available memory bandwidth on a KNC accelerator card while a contemporary Nvidia Tesla K20c was able to sustain
76% of its theoretical bandwidth performance.
The main issue of the previous generation of Xeon Phi was the inability to utilize the memory bandwidth of the accelerator.

While the theoretical peak was reported being over 320 GB/sec on most models, the actual achievable bandwidth was far lower
than that. Calore et al. were only able to achieve around 165 GB/s in the stream benchmark on their Xeon Phi 7120 which has
a theoretical peak bandwidth of 352 GB/s. However, even taking this into account, the reported bandwidth for their solver was
still only 65% of the peak stream bandwidth.
The new Knights landing (KNL) architecture attempts to address some of the issues with the KNC architecture, by among

other things changing the interconnect between cores as well as introducing direct binary compatibility (15), making porting
code to the new architecture even easier.
In this article, we discuss and present several implementation aspects which affect the performance of lattice-Boltzmann

computing on the latest generation of Intel Xeon Phi accelerators. We cover the algorithm and data layout choices that work well
on the KNL accelerator, how vectorization can be used to improve the performance, the effect prefetching has on the performance
and the differences in the performance the various modes of the MCDRAM memory has. In particular, we show that the new
KNL generation of Xeon Phi can deliver good computational performance in LB simulations, especially when compared to the
old KNC generation; our implementation is able to utilize a significant part of the memory bandwidth advertised for the KNL
generation.
In section 2 the architecture of the KNLXeon Phi is presented along with the theoretical background of the Lattice Boltzmann

method and the geometry we used for the simulations. Section 3 presents the techniques applied to the code to optimize the
performance of the solver the performance results of which are presented in section 5. Finally our conclusions are given In
section 5.

2 MATERIALS AND METHODS

We begin by explaining briefly the new features in the KNL architecture. A short overview of the lattice Boltzmann method is
presented. Finally we describe our benchmark geometry for the performance measurements.

2.1 Xeon Phi
The Intel Xeon Phi is a manycore processor targeted at high-performance computing (HPC) applications. The current generation
is code named Knights Landing, featuring between 64 and 72 cores, each capable of running up to 4 threads. The cores are
based on the Airmont architecture Atom cores and are fully binary compatible with standard x86 code (15), unlike the previous
generation Xeon Phi (7). The cores each have 32 KB of L1 cache and the processor in total has between 32 and 36 MB of L2
cache depending on the number of cores in the processor.
The processor has a tiled layout with each tile containing 2 cores and 1 MB of L2 cache. The processor contains a total of 36

tiles connected to each other via a mesh interconnect. Thememory controllers, both theMCDRAMand regular DDR controllers,
and the PCI-e bus controller are also connected to the same mesh. The mesh interconnect allows for a low latency and high
bandwidth interconnect between the large number of cores within the processor. The Atom cores also have a vector processing
unit, capable of running SSE, AVX, and AVX2 codes. Furthermore, this vector unit supports a subset of the new AVX-512
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instruction set , which extends the vector length to 512 bits (i.e. 16 single precision or 8 double-precision floating-point values
can be processed with a single instruction)(15).
A major feature distinguishing the Knights Landing generation of Xeon Phi from the common CPUs is the on-package high-

speed MCDRAMmemory. The MCDRAM is implemented as 8 memory packages that are placed close to the CPU, closer than
the regular DDR memory, with a capacity of 16GB (16, 15). It provides a smaller sized but higher bandwidth memory space
for frequently used data: it is advertised as being able to deliver over 400-450 GB/s of bandwidth, i.e., more than four times the
around 90 GB/s bandwidth of the DDR4 memory attached to the Xeon Phi(16). Thus, and especially whenever the processed
data fits entirely into MCDRAM, this new feature provides an intriguing opportunity to speed up memory bound codes.
The MCDRAM can be used in three different modes: cache, flat or hybrid. In the cache mode, it acts as a large highest level

cache for the program. This cache is transparent to the programmer, and data will automatically be cached making subsequent
accesses faster as long as the data has not been evicted from the cache. In flat mode it becomes visible to the system as a separate
memory space. To utilize the MCDRAM in this configuration requires the use of special allocation functions, or alternatively,
the entire program can be run from MCDRAM. Hybrid mode is a combination of flat and cache modes where a part of the
MCDRAM is used as cache and the rest is exposed to the programmer for explicit flat mode usage.

2.2 Lattice-Boltzmann Method
The classical approaches for computational modelling of fluid flows rely on, e.g., finite-element and finite-volume discretizations
of the Navier-Stokes equations. An alternative approach, the lattice-Boltzmannmethod (17, 18), is based on statistical mechanics
and kinetic theory: lattice-Boltzmann schemes can be derived systematically starting form a given kinetic model equation (a
simplified version of the Boltzmann equation). In this computational method, a simulation domain is represented with a lattice
and the time evolution is carried out using an explicit time stepping.
The dynamic variable is the single-particle velocity distribution function, fi(r⃗, t) ≡ f (r⃗, t, c⃗i), which indicates the probability

of finding a particle around location r⃗, at time t, travelling with velocity c⃗i. The lattice-Boltzmann method operates with a finite
set of discrete particle velocities, i.e. a particular lattice-Boltzmann scheme involves a prescribed set {c⃗0, c⃗1, ..., c⃗Q−1

}, whereQ
is the number of discrete velocities. For example, the commonly used two-dimensional D2Q9 discrete velocity set (19) is

cr ×
{

0 1 −1 0 0 1 −1 1 −1
0 0 0 1 −1 1 −1 −1 1

}

,

where cr = Δr∕Δt is the lattice reference speed determined by the lattice spacing Δr and the discrete time step Δt (above the
definition c⃗i ∶= cre⃗i is used, where e⃗i are the dimensionless lattice vectors). In this work we adopt a lattice-Boltzmann scheme
together with the three-dimensional D3Q19 discrete velocity set (19):

cr ×

⎧

⎪

⎨

⎪

⎩

0 1 −1 0 0 0 0 1 −1 1 −1 1 −1 1 −1 0 0 0 0
0 0 0 1 −1 0 0 1 −1 −1 1 0 0 0 0 1 −1 1 −1
0 0 0 0 0 1 −1 0 0 0 0 1 −1 −1 1 1 −1 −1 1

⎫

⎪

⎬

⎪

⎭

.

In standard lattice-Boltzmann schemes the dynamics of the distribution function is governed by the evolution equation, the
lattice-Boltzmann equation

fi(r⃗ + Δtc⃗i, t + Δt) = fi(r⃗, t) + ΔtΩi
(

f⃗ (r⃗, t)
)

+ ΔtΓi
(

f⃗ (r⃗, t)
)

, i = 0, ..., Q − 1,

where Ωi is a given collision operator and Γi a forcing term accounting for an external force field; f⃗ denotes Q values of the
distribution function assembled into a vector. Hydrodynamic variables, like the local density � and the flow velocity u⃗, are
obtained as moments of the distribution function:

�(r⃗, t) =
Q−1
∑

i=0
fi(r⃗, t), u⃗(r⃗, t) = 1

�(r⃗, t)

Q−1
∑

i=0
c⃗ifi(r⃗, t) +

Δt
2
g⃗,

where g⃗ is the local acceleration due to an external force field (e.g. gravity). Perhaps the most common choice forΩi is the BGK
collision model together with the second-order discrete equilibrium function (19),

Ωi = −
1
�

(

fi − f
eq
i

)

, f eqi (�, u⃗) = wi�
(

1 +
ci,�u�
c2T

+ 1
2c4T

(ci,�ci,� − c2T ���)u�u�
)

,
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FIGURE 1 An illustration of the porous media sample used for the simulations.

which drives the distribution function towards equilibrium and involves a single relaxation time �. Above, the repeated indices
imply summation (i.e. Einstein notation is used). Furthermore, cT = cr∕as is the thermal speed and depends on the so-called
scaling factor as (in isothermal flows cT is also the speed of sound). The discrete weight coefficients wi, as well as the scaling
factor, depend on the discrete velocity set (19, 20). For example with D3Q19, as =

√

3, w0 = 12∕36, w1 = 2∕36, w2 = 1∕36
(the discrete velocities in D3Q19 can be divided into three groups according to their length; the weight coefficients are given
per velocity group).
Here we adopt the slightly more intricate two-relaxation-time (TRT) collision operator (21)

Ωi = −
�e
2
(f neqi + f neq−i ) −

�0
2
(f neqi + f neq−i ), f neqi = fi − f

eq
i , c⃗−i = −c⃗i,

where �e = 1∕�e and �o = 1∕�o are the even and odd relaxation parameters, respectively. The kinematic viscosity is controlled
with the even relaxation time, v = c2T (�e−Δt∕2), and pressure obeys the ideal gas equation of state, p = c2T �. The odd relaxationparameter is here assigned using the expression �∗o = Δt�o = 8(2 − �∗e )(8 − �

∗
e ) (21). The TRT operator is used widely for

fluid flow simulations in porous media particularly because it reduces the permeability dependence on the fluid viscosity in
comparison to the BGK operator. The no-slip boundary condition is enforced with the standard halfway-bounce back scheme
(22). Finally, the flow is driven by gravity. For this purpose we use a linear forcing term,

Γi =
(

1 − Δt
2�o

)wi�ci,�g�
c2T

,

with a constant acceleration only in the z-direction.

2.3 Benchmark Geometry
For testing the performance, we used a simple 3D Poiseuille flow case consisting of 200x200x198 lattice sites. For a more
realistic test case we also used a 512x512x512 lattice site subsample of a 3.662 µm resolution X-ray tomography image of porous
Fontainebleau sandstone (23, 24) with roughly 13% porosity, bringing the total number of fluid sites to 17.8 million. A cross
section of the porous sample is shown in Fig. 1 . All simulation geometries have been chosen to require less than 16GB of
memory when running the simulation in order to ensure that it will fit into the smaller high speed MCDRAM memory of the
Xeon Phi.

3 IMPLEMENTATION OF LBM

We focus on simulations involving complex fluid-structure interactions like in the case of flow through porous media (25). When
the entire simulation domain is represented by a regular lattice, a large portion of the lattice sites belongs to the solid phase (or
domain) where obviously no fluid dynamics computation takes place. Therefore we have chosen to base our implementation on
the indirect memory addressing scheme (26, 27). In this approach memory is only allocated for the lattice sites belonging to the
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fluid phase. The essence is to precompute and store memory indexes for every distribution value associated with a fluid lattice
site, and then utilize this information when accessing the values (read or write). This approach can reduce memory consumption,
depending on the relative volume of the solid domain, but it can also speed up computation by reducing conditional statements
and by balancing the workload per thread (depending on the thread scheduling scheme).

3.1 Algorithm
Several original algorithms have been proposed for implementing lattice-Boltzmann schemes (28). They all resolve the inher-
ent data dependency in a distinct manner. To be more specific, the lattice-Boltzmann equation can be decomposed at least
conceptually into two major steps: the collision step,

f outi (r⃗, t) = fi(r⃗, t) + ΔtΩi
(

f⃗ (r⃗, t)
)

+ ΔtΓi
(

f⃗ (r⃗, t)
)

,

is completely local and thus ideal for concurrent computing, and the propagation step,
fi(r⃗ + Δtc⃗i, t + Δt) = f outi (r⃗, t)

involves no computation but introduces a data dependency between two lattice sites. The general solution for dealing with this
kind of data dependency is to allocate memory separately for two consecutive time steps and then alternate between the two
memory spaces when reading and writing data values. In the LBM context this is known as the two-lattice algorithm.
Interestingly, the particular data dependency introduced by the very simple propagation step enables several other algorithmic

solutions to the data dependency problem, e.g., the swap and AA-pattern algorithms (29, 30) which do not need two memory
locations per distribution value but only one. In Sec. 4 below, we will present performance results for implementations using
both the two-lattice and AA-pattern algorithms.
Note that the two-lattice algorithm can be implemented either by first executing the propagation step reading the incoming

distributions from the neighboring lattice sites followed by the collision step (the pull version) or, alternatively, by first exe-
cuting the collision step followed by the propagation writing the outgoing distributions into the neighboring lattice sites (the
push version) (31). The AA-pattern algorithm does not involve such a freedom: in this case, the propagation step is executed
effectively twice at odd time steps (we propagate when both reading and writing the data) and then skipped at even time steps.
As a consequence, the AA-pattern not only requires less memory space than the two-lattice algorithm, but also the bandwidth
requirements are lower since the precomputed memory indexes are needed only every other time step. During the even time
step the necessary memory indexes can be computed on the fly using a given indexing scheme. Finally, we consider only so-
called fused implementations where at each time step strictly one single lattice traversal is carried out, i.e., the collision and
propagation steps are both executed back-to-back during the sole visit to the lattice site.

3.2 Vectorization
The general idea behind vectorizing numerical codes is to be able to perform an operation on multiple data with only one
hardware instruction (single instruction multiple data, SIMD). To perform these operations, data needs to be packed into vector
data types that store multiple values. Extracting individual scalar values from a vector is a costly operation and therefore data
should be kept in vectors as much as possible. For ideal efficiency, vectors should be loaded from and stored to main memory as
contiguous data. In LBM, vectorization is done over multiple lattice sites such that each value in the vector comes from different
lattice sites instead of all values from a single lattice site.
The collision step in the LBMalgorithm contains only arithmetic operations on distribution values and thus is a good candidate

for vectorization. The perhaps easiest approach to vectorizing the collision procedure is to rely on vector data types that have
the standard arithmetic operations already defined (via operator overloading; the vector width depends on the vector data type).
For example the Agners C++ vector class library provides this functionality (32). Accordingly, the collision procedure can be
converted from operating on scalar values to vector values by simply replacing all the scalar data types with the equivalent vector
data types (see code example 1 with a fixed vector width).
As the propagation step does not include any arithmetic operations except some simple indexing calculation, the efficiency of

the propagation is tightly coupled to how efficiently data can be accessed. Non-propagated values can be accessed as contiguous
vectors from memory, however, once propagation is applied, the accesses will become indirect and the vectors need to be
assembled or disassembled. The AVX2 instruction set (33) has specialized functionality to assemble vectors from indirectly
accessed noncontiguous memory locations but not for scattering data from vectors. Instead the data needs to be deconstructed
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Code example 1 Evolution of the distribution function implemented using vector types and operations. In this example 8 double-
precision floating-point values are processed with a single instruction (the Vec8 data type relies on the AVX-512 instruction set).
Note: the example is a stylized, naïve pseudocode to illustrate our vectorized implementation; the actual C++ implementation
involves extensive code optimization for performance.

// iterate and process fluid sites

// in blocks of 8 consecutive sites

func Evolve(tstep,g,tau,dt)

// read,update,and write fi values

for n=0 until n < fsN using n+=8 do

Vec8 f[Q] = Gather8(n)

Update(f,g,tau,dt)

Store8(f,n)

end

end

func Update(f,g,tau,dt)

Vec8 den = Density(f)

Vec8 mom[3] = Momentum(f)

Vec8 vel[3] = mom/den + dt*g/2

Vec8 feq[Q]

Eq2(den,vel,feq)

// Relaxation (BGK) and

// external forcing (linear)

double r1 = dt/tau, r2 = 1-r1/2

for each i do

Vec8 fneq = f[i]-feq[i]

Vec8 cdotg = DotProd8(C[i],g)

Vec8 facc = dt*W[i]*den*cdotg/CT2

f[i] -= r1*fneq // BGK

f[i] += r2*facc // forcing

end

end

// compute density, momentum, and

// equilibrium function for 8 sites

// using vector operations

func Density(f)

Vec8 den = 0

for each i do den += f[i] end

return den

end

func Momentum(f)

Vec8 mom[3] = 0

for each i do

mom[0] += C[i][0]*f[i]

mom[1] += C[i][1]*f[i]

mom[2] += C[i][2]*f[i]

end

return mom

end

func Eq2(den,vel,feq)

Vec8 udotu = DotProd8(vel,vel)

for each i do

Vec8 cdotu = DotProd8(C[i],vel)

feq[i] = 1-udotu/2CT2

feq[i] += cdotu/CT2

feq[i] += cdotu*cdotu/2CT4

feq[i] *= W[i]*den

end

end

into scalar elements that are then stored one by one. In the AVX-512 instruction set (15, 34) there is support for both scatter and
gather operations.
From the point of view of vectorization, fusing the collision and propagation steps is a straightforward task. Depending on

the algorithm chosen, the propagation is applied to reads or writes from global memory, or in the AA case, for both during the
odd time steps and neither during the even time steps. Once the values have been read they are passed to the vectorized collision
procedure that applies the same operation to all values within the vector, and once the distributions have been updated they are
written back into memory, again depending on the algorithm and time step, either as a direct write of a vector or as a scatter
operation if propagation needs to be applied. In the Code example 1 the procedures Gather8 and Store8 hide the technical details
related to the read and write of vector data types like intrinsic load and store operations as well as gather and scatter operations
where applicable.
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FIGURE 2 Illustration of different data layouts using the D2Q9 discreet velocity set.

3.3 Data layout
The pattern in which the distribution values are laid out in memory has a large impact on the performance of the LB solver as
different data layouts can exploit the cache structure of the processor better than others (31, 27, 35, 25, 36).
The two elementary data layouts for the LB method are the stream optimized and the collision optimized data layouts, i.e. a

structure of arrays (SoA) and an array of structures (AoS) data layout, respectively. In the collision optimized data layout, all
distribution values associated with a given lattice site are laid out in memory next to each other. The benefit of this data layout
is the high locality of the data since all data associated with a given site is in a contiguous memory space. The downside is that
for architectures such as GPUs and heavily vectorized solvers, this layout is suboptimal as data for the current warp or vector
has to be assembled from non-contiguous memory locations leading to underutilized cache lines (36, 13).
The stream optimized layout arranges the data in such a way that distribution values from different lattice sites, but associated

with the same particular velocity vector c⃗i are placed in contiguous memory locations. This layout is better suited for vectorized
and GPU solvers. Now the non-propagated data accesses can be done as coalesced loads of vectors, but this layout sacrifices the
locality advantage of the collision optimized layout.
It is however possible to achieve the benefits of both the SoA and the AoS layouts by constructing a data layout that combines

them to an array of structures of arrays (AoSoA). This consists of an array of structures where the structure contains all distri-
bution values for N lattice sites where N is an integral multiple of the vector width. Within the structure, the distribution values
are stored in arrays in the same way as the stream optimized layout (see Fig. 2 ). The AoSoA can offer the locality benefits of
the AoS layout and enables also the loading and storing of contiguous vectors for non-propagated accesses, as long as the num-
ber of lattice sites within a structure is a multiple of the vector width. The number of lattice sites packed into each structure can
be varied based on what is optimal for the given architecture.

3.4 Prefetching
To reduce the impact of latency when accessing data from main memory on a modern CPU the processor contains hardware
to prefetch data into the lower latency cache hierarchy before it is used by the program. However, in case the processor cannot
predict or makes an incorrect prediction what the access pattern will be, the program must wait for data from the main memory.
Since the hardware prefetcher relies on predicting what data will be needed by the program, it will be inefficient when access

patterns are complex or seemingly random. Furthermore, the prefetching resources are limited and can only track a given number
of prefetch streams at the same time. Compared to a regular Haswell based Xeon which can track 32 prefetch streams per core,
the KNL processor can track 48 prefetch streams per tile, that is, with potentially 4 threads per core, 6 streams per thread.
To help the hardware the programmer can issue software prefetch instructions. These prefetch instructions will then perform

the same operation that the hardware prefetcher does. For ideal performance, the prefetch commands should be issued far enough
ahead for the data to have time to be transferred from memory to the target cache level. However, the commands should not be
issued too far ahead as the prefetched data then will run the risk of evicting data from the caches that is still needed, and the
unused prefetched data will have occupied some bandwidth to no avail.
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The prefetching instructions for scattered and gathered data, unique to the AVX-512 instruction set in the KNL generation
of the Xeon Phi processor, (15) allow the programmer to issue prefetch instructions for non-contiguous data that will later be
accessed using the scatter and gather functions in the LBM implementation.
The straightforward way to implement prefetching for the LBM is to issue prefetching instructions for all the values needed

for a lattice site. These prefetches should be issued for a lattice site that will be updated by the current thread next or a few
lattice sites ahead. Non-propagated values can be prefetched using the _mm_prefetch instruction and on the KNL processor
the propagated values can be prefetched using _mm512_prefetch_i32gather_pd / _mm512_prefetch_i32scatter_pd

instructions. On other architectures that do not support gather and scatter prefetching, the same functionality can be recreated by
issuing a prefetch instruction for each value within a vector. In the results section we will compare the performance for different
prefetch distances.

3.5 NUMA modes and MCDRAM usage
The KNL processor is flexible in how the high-speed MCDRAMmemory can be configured, either as cache, a separate memory
space or a combination of these two. Furthermore, the layout of the cores and MCDRAM in the system can be configured in
different ways, ranging from all cores in a single shared memory domain to two or four separate domains, each with their own
slice of MCDRAM (15).
For the LB method the easiest approach to utilizing the MCDRAM is to use it in cache mode. This way any data used by the

simulation will be automatically cached, and provided the total amount of data needed to run the simulation is less than 16GB,
it will all fit into the MCDRAM. However, in cache mode, the MCDRAM acts as a direct mapped cache (15), that is, multiple
addresses in main memory map to the same address in MCDRAM. If the program uses more than 16 GB or in case it uses
different data that all map to the same address in MCDRAM, running the processor in cache mode can be detrimental to the
performance of the code since MCDRAM has higher latency than DDR (15).
Using the MCDRAM in flat mode would guarantee that data accesses will be served only from the higher bandwidth memory

and that the data will not be evicted from MCDRAM like it can be in cache mode. This can be achieved through the use of the
numactl (15, 37) command which forces the program to do all of its memory allocations directly fromMCDRAM. An alternative
is to use special allocation functions to allocate only those parts of the program data from MCDRAM that benefits the most
from high bandwidth access.
In the case of the LB method, the data that needs high speed access is the distribution values and the indexing data. As long

as these are allocated in MCDRAM the solver will see a performance increase from the higher speed memory. If the simulation
size is significantly less than 16 GB, the entire program can be made to run from MDRAM using the numactl command and
no modification to the source code is needed. Another approach would be to allocate the distribution values and indexing data
explicitly from MCDRAM and thus maximizing the amount of data that can fit there since no other program can then allocate
memory in the MCDRAM.
How the memory and the cores of the KNL processor are configured can be changed between having all cores in one large

shared memory space and dividing it into two or four parts, each with its own slice of MCDRAM memory. The idea behind
dividing the MCDRAM is that it can lower the latency of the core to core communication as well as the latency for accessing
memory as long as it is done from the memory chunk associated with the current NUMA domain. To be able to correctly utilize
the sub NUMA domains, the program must have some degree of NUMA awareness. At the minimum the programmer needs to
ensure the memory allocation is spread over all the NUMA domains in the processor. An easy way to accomplish this, when
using the default first touch allocation in Linux(38), is to make sure that data is initialized by the same core that will use it during
the simulation.

3.6 Streaming stores
For data that after it has been written will not be reused, the processors can issue streaming stores. On the KNL architecture
these stores write the data directly to main memory bypassing the cache structure and marking the cache line to be evicted from
all caches. The advantage from using streaming stores is that the eviction of the data will free the cache lines for other data in
the cache. The use of streaming stores also eliminates the need for the extra read normally needed when updating a value in a
cache line since the entire line gets updated, that can reduce the amount of memory bandwidth needed to update a value to a
location not in cache (15).
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FIGURE 3 Comparison of performance of the AA and two lattice algorithm running on a Haswell (HSW) and Knights landing
(KNL) system

However, for streaming stores to work effectively, the entire cache line must be stored. In case the data is needed again, it must
be fetched from main memory anew. Therefore, forcing streaming stores for data that will be reused soon can be counterproduc-
tive from a performance point of view. In the LB AA-solver, the only place streaming stores are applicable is when storing the
distribution values for the even time steps, and the distribution values associated with the zero velocity vector for the odd time
steps since these values are not propagated (the other distribution values for the odd time steps are stored indirectly to scattered
memory locations).

4 PERFORMANCE RESULTS

The Xeon Phi software development and benchmarking was carried out on a Ninja developer platform (39), that consists of one
Intel Xeon Phi 7210 processor running at 1.30GHz. The processor contains 64 cores running up to 256 threads. The system has
96GB of DDR4 memory spread over 6 memory channels with the memory running at 2133 MHz, in addition to the 16GB of
MCDRAM. Unless otherwise specified, the MCDRAM was run in cache mode and the mesh interconnect was configured in
quadrant NUMA mode.
The performance on a regular Xeon CPU performance was assessed on a node on a Cray XC-40 supercomputer. Each node

contains two Xeon E5-2690 V3 CPUs of the Haswell generation running at 2.6 GHz. As each CPU has 12 cores, one node
will run up to 48 threads concurrently. Each node has 64 GB of DDR4 running at 2133 MHz, connected to the CPU through 4
memory channels per socket.
For all our tests the Intel compiler version 17.0.1 was used on the regular Xeon system and version 17.0.4 on the Xeon Phi

system. The Xeon code was compiled with -xCORE-AVX2 -O3 flags while the Xeon Phi code was compiled with -xMIC-AVX512
-O3 flags.

4.1 Algorithm, vector length and thread count
Figure 3 shows the performance for the different algorithms presented on both the Knights landing Xeon Phi (KNL) as well as
the Haswell based regular Xeon system (HSW). For these tests the stream optimized data layout was used. The simulation on the
Haswell system was run with 48 threads and on the Knights landing system with 256 threads. There is very little performance
difference between the pull and the push schemes for the two-lattice (TL) algorithm. On all tested systems, the AA algorithm
is superior to the TL algorithm, with the TL algorithm being as much as 6 times slower than the AA on the KNL system and 2
times slower on the Haswell Xeon system.
The vector length (4 and 8 data elements when using double-precision floating-point numbers with the 256 bit AVX2 and

512 bit AVX512 instruction sets, respectively) and the number of running threads also have an impact on the performance.
For example, more threads active per core can lead to contention of important system resources but many threads can also be
needed to fully saturate other system resources. Figure 4 shows the effect the number of threads has using the AA algorithm,
implemented with the stream optimized data layout.
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On the Haswell system, vectorization using AVX2 has a marginal impact on the performance, achieving a speed-up of 1.055
for the porous media, while for the Poiseuille case vectorizing the code makes it about 1% slower. It is beneficial to run with
all 48 threads as this gives a speed-up of 1.057 times compared to using only 24 threads for the porous media case, while the
Poiseuille case sees a slightly lower performance increase of 1.04.
On theKnights landing system, the usage of vectorization has amuch clearer impact on the performance. For theAA algorithm

and running 256 threads, going from scalar to AVX2 code the speedups are 1.77 and 2.14 for the porous and Poiseuille case
respectively. Moving from AVX2 to AVX-512 code we see a further speedup of 1.3 for the porous media case and 1.2 for the
Poiseuille case, bringing the total speed-up to 2.3 for the porous media case and 2.567 for the Poiseuille case.
On the Xeon Phi, the results shown in figure 4 we see that the number of threads running has a clear impact on the perfor-

mance. Going down from 256 threads to 128 has a positive impact on the performance, with the AVX-512 version of the solver
for the porous media case a speedup of 1.33 is achieved when running only 128 threads. Similarly for the Poiseuille case, with
the same solver there is a speedup of 1.56 when running on 128 threads compared to 256 threads. In the experiments below, 48
and 128 threads are used with the Haswell and Xeon Phi processors, respectively.

4.2 Data layout
For the vectorized solvers it is most beneficial to be able to read the non-propagated velocity components as contiguous vectors.
The data layouts that satisfy this requirement are the stream optimized layout (SoA) and the AoSoA layouts. Figure 5 shows
the performance of both these layouts on the Haswell system and the effect of having values from more lattice sites packed into
each AoSoA structure. As the number of values packed into each structure in the AoSoA layout should be a multiple of the
SIMD vector length, we start from 4 sites in each structure since the 256 bit AVX2 fits 4 doubles into each vector.
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FIGURE 7 Performance and L2 cache hit percentage of the KNL system for the different data layouts divided into odd and
even time steps

When just 4 values packed into each AoSoA structure, the stream optimized data layout is performing better. However, once
32 values are packed into the structure, the AoSoA layout starts to perform better, and with values from 256 sites in each structure
it performs 1.05 times faster than the simple stream optimized layout for both the porous media as well as the Poiseuille samples.
On the Xeon Phi, the data layout performance for the Poiseuille case follows a similar pattern as on the Haswell Xeon system.

Figure 6 shows that the stream optimized layout performs better than the AoSoA up until at least values from 64 lattice sites
are packed into the structure. However, in the porous media case, which more accurately represents real simulation geometries,
the AoSoA performs better than the stream optimized when at least 16 sites are packed into the structure.
Figure 7 shows the performance of the Xeon Phi system split into odd and even time steps as well as the L2 cache hit ratio

(15). As more sites are packed into the structure the performance of the even time steps drops as well as the L2 cache hit rate.
For the odd time steps the cache hit rate as well as the performance increase as more sites are packed into the structure. The low
cache hit rate achieved is an indication that the data needed by the simulation is not available when needed and the simulation
performance suffers since the simulation must wait for the data to become available.

4.3 Prefetching
By default, the compiler generates software prefetch instructions at optimization level 2 or higher (15). The level of the soft-
ware prefetching can be controlled by a flag given to the compiler, -qopt-prefetch=n, where n denotes different levels of
prefetching instructions generated by the compiler. For the LB solver, none of the compiler generated prefetch levels improved
the performance of the LB simulation.



12 Fredrik Robertsén ET AL

 850

 900

 950

 1000

 1050

 1100

No 0 1 2 3 4 5 6 7 8 9

S
p
e
e
d
 (

M
F
L
U

P
S
)

Even time step lattice data

Porous media

 520

 540

 560

 580

 600

 620

 640

 660

 680

 700

No 0 1 2 3 4 5 6 7 8 9

S
p
e
e
d
 (

M
F
L
U

P
S
)

Odd time step lattice data

Poiseuille flow

 630

 640

 650

 660

 670

 680

 690

 700

 710

 720

No 0 1 2 3 4 5 6 7 8 9

S
p
e
e
d
 (

M
F
L
U

P
S
)

Odd time step index data

FIGURE 8 Measured performance for different prefetch distances for lattice data for even time steps, lattice data for odd time
steps and the index data needed for propagation for the odd time steps

4.3.1 Manual prefetching on the Xeon Phi
Since the compiler generated prefetching did not provide any performance improvement, we experimented with manually
inserted prefetch instructions. The experiment is carried out using the AoSoA data layout with values from 64 sites packed into
the structure. Figure 8 shows the performance of the even time steps when prefetching lattice site data, N denoting the number
of lattice site ahead of the one currently being updated that is prefetched. The simple act of issuing prefetch commands for all the
lattice data needed for the current lattice site, a prefetch distance of 0, already improves the performance of the solver. The best
performance was achieved when prefetching one lattice site ahead, while prefetching further ahead caused a slow degradation
in the performance as data that is still needed from the cache structure is evicted.
Replicating the same test for the odd time step, shown also in figure 8 , the optimal prefetch distance for the lattice data for

the odd time steps is at two lattice sites ahead of the current one.
The odd time steps need to access the propagation index data, that is, we also need to prefetch the index data for the odd time

steps. This data is already needed to prefetch the fluid data, implying that the indexes need to be prefetched one distance further
ahead than the fluid data. The right panel of Figure 8 shows the performance when the index data is prefetched during odd time
steps while the distribution values are prefetched 2 iterations ahead. It is clear that prefetching the index data after it was needed
is detrimental to the performance and that for the best performance the index data should be prefetched 4 iterations ahead of the
current one.
The ideal prefetching distances when prefetching full lattice sites is 1 iteration ahead for the even time step, 2 for the odd time

steps and 4 for the propagation indexes. With manual prefetching added for all the data accessed during a site update, the L2
cache hit ratios for both the odd and even time steps reached over 99%.

4.3.2 Prefetching on Xeon processors
While the same ability to prefetch data exists on ordinary Xeon CPUs, they do not have the prefetching instructions for scatter
or gather loads. This functionality can however be mimicked by simply issuing a prefetch for all the values we want to gather or
scatter.
For even time steps there was no measurable increase in the performance when adding prefetching for the distribution values.

For odd time steps there was no performance increase when prefetching the propagation indexes, however there was an increase
when prefetching the distribution values. On the Haswell node, prefetching the distributions for the odd times steps the most
optimal performance was achieved when issuing the prefetch commands one iteration ahead of the one updating the lattice
sites. For the porous media case there was a speedup of 1.05 and for the Poiseuille case the performance increase was 1.04 with
prefetching.

4.3.3 Data layout with prefetching
With the addition of prefetching the data layout used becomes a little less critical as with manual prefetching there is less reliance
on the processor correctly identifying the access patterns used.
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FIGURE 10 Performance of different data layouts on the Knights landing system compared to the same data layouts with no
prefetch instructions added

On the Haswell system, the best performing data layout both with and without prefetching is the AoSoA layout with 256
lattice sites per structure, the full performance comparison in shown in figure 9 . The speedup measured for this data layout is
between 1.05 and 1.04 when adding prefetching to the solver. However, with the stream layout there is a larger speedup of 1.10
to 1.08 bringing the performance of the stream layout to 286.9 MFLUPS for the porous media case, less than 1 MFLUPS slower
than the more complex AoSoA layout which reaches 287.7 MFLUPS with prefetching for the porous media case.
Whit no prefetching on the Xeon Phi, the best performing data layout is the AoSoA layout with 64 lattice sites packed together,

performing between 1.14 and 1.26 times better than packing together only 8 lattice sites. With prefetching applied the situation
is reversed. Now the AoSoA layout with values from 8 lattice sites packed together performs better. Overall the performance
differences between different numbers of lattice sites packed into the struct was minor when prefetching was added, shown in
figure 10 , however, it decreases as more sites are packed together. The peak performance achieved for the porous media case
with the optimal data layout was 841.8 MFLUPS, and for the Poiseuille flow case, the best performance was 891.9 MFLUPS.

4.4 Streaming stores on the KNL
Replacing the stores with streaming stores we observed a minor speedup when running the MCDRAM in both cache and
flat mode. In cache mode we measured a speedup of 1.023 for the porous media case and for the Poiseuille flow sample we
measured a 1.053 speedup. Running in flat mode we saw similar increases in the performance, with streaming stores increasing
the performance of the porous media sample by 1.032 and the Poiseuille flow case with 1.035.
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Porous media Poiseuille flow

Speed (MFLUPS) Relative speedup Speed (MFLUPS) Relative speedup

Baseline AA 178.2 1 158.4 1
AVX-512 vectors 412.0 2.31 406.4 2.57
Thread count 554.4 1.35 632.6 1.56
Data layout 631.1 1.14 653.7 1.033
Manual prefetching 821.3 1.3 879.8 1.35
Data layout with prefetching 841.8 1.025 891.9 1.014
Explicit MCDRAM usage 912.1 1.083 939.4 1.053
Streaming stores 941.8 1.033 972.9 1.036
SNC-4 961.6 1.02 990.6 1.018
Total speedup 5.4 6.3

TABLE 1 A summary of the performance for the different optimizations applied to the solver running on the Knights Landing
system

4.5 MCDRAM and Cluster modes
Moving the entire program data to MCDRAM we observed a minor speedup of 1.08 for the porous media sample and 1.053 for
the Poiseuille flow sample.
Comparing the performance differences between running in quadrant mode and the system looking like a single shared mem-

ory system, and SNC-4 mode that divides it into 4 NUMA domains, we see some minor performance increases. The porous
media sample is 1.021 times faster in SNC-4 mode and the Poiseuille flow case is 1.018 times faster.

4.6 Summary
Comparing the two-lattice algorithm, both in push and pull flavors, to the AA algorithm shows that the AA algorithm offers
a clear performance advantage. The choice of algorithm also shows how taking code that performs well on a regular Xeon
system can lead to inferior performance on the Xeon Phi, with the scalar two lattice code performing 3.7 times slower than on
a regular Xeon system. A summary of the optimizations performed to the AA implementation of the LBM solver as well as the
performance increases is listed in table 1 .
Vectorizing is one of the key aspects for extracting performance from the Xeon Phi based system offering a speedup of 2.3

and 2.6 when going from a scalar AA algorithm implementation to an AVX-512 vectorized one. Choosing the right number of
threads also has a clear impact on the performance with 128 threads offering the optimal performance at a little over 1.56 times
faster than 256 threads.
Next the data layout chosen affects the performance significantly as different layouts are able to achieve different L2 cache hit

ratios. Without prefetching the optimal data layout for both test cases was the AoSoA layout with values from 128 lattice sites
in the structure. The porous media case saw a larger speedup with 1.14 times better performance using the AoSoA data layout
compared to the Poiseuille case which only saw a speedup of 1.033.
Prefetching is one of the major modifications that should to be made to get the LBM solver to perform well on the Xeon Phi.

Prefetching commands are needed for both the lattice data accesses and to read the precomputed propagation indexes. Adding
prefetching yielded a speedup of 1.30 and 1.35 for the porous media and Poiseuille flow case respectively. With the prefetching
added the optimal data layout changed, with the fastest one being the AoSoA layout with the values of 8 lattice sites packed into
each structure, one full AVX-512 vector.
Switching the system from running the MCDRAM in cache mode to flat mode and forcing the entire program to run from the

high-speed memory gave a speedup of 1.083 or 1.053 depending on the input sample. Adding streaming stores gave a further
speedup of around 1.03 and finally switching the system into SNC-4 mode gave a speedup of about 1.02.
For the code running on the Haswell based Xeon system we tested the applicable modifications from the Xeon Phi code, a

summary of which is listed in table 2 . Vectorization on the Xeon system yielded a speedup of around 1.05, and picking the
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Porous media Poiseuille flow

Speed (MFLUPS) Relative speedup Speed (MFLUPS) Relative speedup

Baseline AA 246.2 1 286.7 1
Vector 259.4 1.05 283.4 0.99
Data layout 273.8 1.06 297.9 1.05
Prefetching 287.7 1.05 309.7 1.04
Total speedup 1.17 1.08

TABLE 2 A summary of the performance for the different optimizations applied to the solver running on the Haswell system

right data layout gave an additional speedup of 1.06. Finally, applying prefetching to the code gave a speedup of 1.05 (for the
Xeon case we only prefetched the fluid data for the odd time steps).
Comparing the performance of the regular Xeon system to that of the Xeon Phi system with our initial versions of the code,

the Xeon Phi was unable to outperform the Haswell system. Only once the code was vectorized did the Xeon Phi perform better
than the Haswell system. In the end, when all optimizations have been applied, the Xeon Phi system performs 3.34 times better
than the Haswell system on the porous media sample.
The KNL system running at 961 MFLUPS using the AA algorithm requires 340.5 bytes of data per site update, implying

that the required memory bandwidth to sustain such performance is 327 GB/s. On our Xeon Phi 7210 system we measured the
stream triad (40) bandwidth as 436.6GB/s showing we are able to achieve 75% of the peak stream bandwidth of the system when
running our LB solver. It should be noted that the stream benchmark is able to better utilize streaming stores since it is able to
do all writes as streaming stores.
Compared to the current generation of GPUs, Nvidias Pascal based P100 GPU is able to achieve 1260 MFLUPS running our

high performance GPU solver (36) using the same input sample. The P100 GPU is able to achieve 550 GB/s in the stream triad
benchmark which is only 79% of the available memory bandwidth. Factoring in the fact that the Phi system is self-hosted and
does not need a host system to run combined with the fact that we can run the same code on both regular Xeon systems and
the Phi system simplifying the coding of the Phi, the Phi is a competitive alternative to GPU based systems for running lattice
Boltzmann simulations.

5 CONCLUSIONS

We have shown that the Knights landing generation of Xeon Phi manycore processors with their faster MCDRAM memory
can offer significantly better performance than regular Xeon processors for lattice Boltzmann simulations. It is also clear that
the KNL generation is a huge step up in performance compared to the previous Knights Corner generation. In addition, with
the KNL Xeon Phi it is far easier to be able to utilize the resources of the processor, particularly the memory bandwidth of the
processor. Comparing the measured stream benchmark bandwidths usable for an LB solver, the Xeon Phi is only a few percent
less efficient than the Pascal generation of GPU from Nvidia, and the Xeon Phi is able to achieve this without the need of
specialized programming languages.
We have also shown how some optimizations applied to the KNL solver can be beneficial on regular Xeon CPUs as well, in

particular, adding prefetching to the KNL code also improved the performance on the regular Xeon system we tested.
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